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Abstract 

Generative Artificial Intelligence (AI) is increasingly considered for edge platforms, where 
model selection must account not only for accuracy and execution cost, but also for resilience to 
hardware-induced corruption. However, conventional fault injection studies primarily 
characterize whether a perturbation affects the final output, providing limited insight into how 
corruption reshapes the autoregressive decoding process itself. In this paper, we use Entropy 
Production Rate (EPR) to characterize the response of Large Language Models (LLMs) and Vision-
Language Models (VLMs) to activation corruption. We evaluate two LLMs and two VLMs across 
four datasets under bit-flip (BF) and probabilistic-NaN (pNaN) perturbations. Fault-free executions 
remain well below the EPR ceiling, whereas pNaN drives every evaluated model-dataset pair close 
to saturation. BF produces a more model-dependent response, with Llama-3.2-3B increasing by 
approximately 1.6x to 2x over its baseline while Qwen3-32B and both VLMs approach the entropy 
ceiling, and this profiling adds less than 2% to total generation time. Overall, our results show that 
corruption produces distinct decoding-level responses across models and fault types, positioning 
EPR as a practical, low-cost resilience signal for guiding model and hardware choices in generative 
Edge AI. 

1 Introduction 

Edge Artificial Intelligence (AI) is expanding beyond conventional discriminative models 
toward generative Large Language Model (LLM) and Vision Language Model (VLM) workloads that 
combine language reasoning with increasingly rich sensor and visual inputs [1], [2]. This transition 
introduces a different reliability challenge, since a hardware-induced fault during autoregressive 
decoding can modify the probability distribution of the next token and consequently influence the 
trajectory of all subsequent generation steps [3]. Therefore, resilience characterization of 
generative Edge AI should capture not only whether the final output changes, but also how 
corruption propagates through the decoding process. 
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Hardware reliability is particularly relevant to edge deployments because model, accelerator, 
and operating-point choices jointly determine the behavior of the deployed AI system. Existing 
fault-injection frameworks, such as PyTorchFI [4] and Ares [5], primarily quantify vulnerability by 
comparing corrupted executions against a sample-level golden reference, using output deviations, 
application-level correctness, or the identification of sensitive network components [6]. These 
metrics determine whether corruption eventually affects the computation but compress the 
propagation process into an end-point outcome, and their reliance on a golden reference means 
they cannot assess corruption when no such reference exists, as is the case during real-time 
deployment. Additionally, corruption that does not immediately alter the output can propagate 
through generation undetected, since no existing mechanism currently reveals that corruption has 
reached the model in the absence of a golden reference. For autoregressive models, this leaves 
an important characterization gap, since different models may react differently to the same low-
level corruption even when they execute the same type of generative workload. 

To characterize this behavior without relying on a golden reference, we turn to Entropy 
Production Rate (EPR), which provides a compact representation of decoding dynamics by 
aggregating the entropy of the top-ranked token probabilities across the complete generated 
sequence. It was originally proposed in the context of hallucination assessment [7] and 
subsequently employed to characterize explanation stability [8]. In this paper, we employ EPR for 
a different purpose, to quantify how activation corruption changes the decoding regime of a 
generative model. Specifically, we characterize (a) the fault-free entropy regime of each model-
workload pair, (b) the displacement induced by different corruption mechanisms, and (c) the 
extent to which this response varies across models and modalities. This provides a reliability 
profile that can complement accuracy, model size, and execution cost when reasoning about 
candidate models for Edge AI. 

To this end, this paper makes the following contributions: 

• We present an Edge-AI-oriented reliability characterization methodology for 
autoregressive LLMs and VLMs, combining controlled activation corruption with 
sequence-level EPR measurements. 

• We characterize two corruption mechanisms across eight model-dataset pairs and 
quantify how fault-induced entropy behavior depends on the model, workload, and 
corruption type. 

• We demonstrate that severe non-finite corruption consistently drives generation toward 
entropy saturation, whereas bit-flip (BF) produces a more model-dependent response, 
with EPR extraction adding less than 2% to total generation time. 

2 EPR-Based Reliability Profiling 

Autoregressive generation exposes a probability distribution over candidate tokens at every 
decoding step. EPR [7] summarizes how concentrated or diffused these distributions remain over 
the complete generated sequence and therefore provides a compact representation of decoding 
behavior. Let 𝑞 denote the input query and 𝑇 = {𝑡1 , … , 𝑡𝐿} the generated sequence of length 𝐿 
produced in response to 𝑞 . At each step 𝑗, generation is conditioned on 𝑞  and the preceding 
tokens 𝑡<𝑗 = {𝑡1 , … , 𝑡𝑗−1}. EPR is defined as follows: 

 

EPR𝐾(𝑞, 𝑇) =
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where H̃K is the entropy estimated from the top K token probabilities at generation step j,  and 
pr(k),j denotes the probability of the k-th ranked candidate token at step 𝑗, given 𝑞 and 𝑡<𝑗 . Higher 



 

EPR indicates that the probability mass is distributed more uniformly across the top-K candidates, 
whereas lower EPR indicates stronger concentration on fewer candidates. Since the maximum 
entropy for 𝐾 = 10  is log2 10 = 3.32 bits, this ceiling also provides a common reference for 
comparing models whose fault-free EPR values differ. We use this property to quantify how far 
activation corruption displaces each model from its normal decoding regime toward entropy 
saturation. 
 

 
Figure 1: Edge-AI reliability-profiling workflow. Fault-free and corrupted executions produce token-

probability traces from which EPR distributions are obtained to characterize baseline behavior, 

corruption-induced displacement, variability, and measurement cost for each model-workload pair. 

3 Fault Injection and Reliability Profiling 

We generate fault-free and corrupted executions using an activation-level fault-injection 
framework adapted to autoregressive LLM and VLM decoding. Each injection targets one 
randomly selected activation in one randomly selected layer, sampled once per generation, and 
is injected once per forward pass. We employ two corruption mechanisms with different 
perturbation characteristics. BF [6] inverts one randomly selected bit of the targeted activation, 
so its impact depends on the significance of the selected bit. Probabilistic-NaN (pNaN) [3] replaces 
the targeted activation with a non-finite value according to probability p, checked at each forward 
pass, which lets p be set to a hardware-grounded bit error rate rather than a fixed corruption 
event, producing a more consistently disruptive perturbation regardless of location. 

For every sampled prompt, we record the fault-free EPR and repeat the generation under BF 
and pNaN using the same decoding configuration. The resulting distributions form the reliability 
profile of each model-dataset pair. We report their median and interquartile range to capture 
both the typical entropy response and its variability across prompts. Since different models exhibit 
different fault-free entropy levels, comparisons focus on both absolute EPR and the displacement 
from the corresponding fault-free regime. Because EPR is computed from the top-10 token log-
probabilities already produced during decoding, it requires no additional model forward pass, 
keeping profiling overhead minimal. 

 

 
Figure 2: Median EPR with interquartile ranges (25th-75th percentile) for the fault-free baseline and 

both injection strategies, on (a) TriviaQA, (b) GSM8K, (c) A-OKVQA, and (d) DriveLM, for Llama-

3.2-3B, Qwen3-32B, Qwen2.5-VL-7B, and Gemma-3-12B. 



 

4 Evaluation 

4.1 Experimental Setup 

We evaluate reliability profiles across four generative models spanning text-only and 
multimodal inference, namely Llama-3.2-3B and Qwen3-32B [9], [10], and Qwen2.5-VL-7B and 
Gemma-3-12B [11], [12]. The LLMs are evaluated on TriviaQA and GSM8K [13], [14], and the VLMs 
on A-OKVQA and DriveLM [15], [16], with DriveLM providing a smart-mobility workload 
representative of an important Edge-AI application domain. For each model-dataset pair, we 
sample 500 prompts. Generation uses non-greedy decoding with a temperature of 0.6, a fixed 
seed of 42, up to 2,048 new tokens, and a repetition penalty. We discard one warm-up generation 
per prompt and retain the top-10 token log-probabilities (𝐾 = 10) for EPR computation. Offline 
profiling records fault-free EPR for every model-dataset pair. For the corruption experiments, each 
prompt is rerun with either BF or pNaN (𝑝 = 0.05, consistent with prior work [3]), targeting a 
single randomly selected activation site and keeping the comparison prompt-matched against the 
clean run. All experiments run on one NVIDIA H100 GPU (80GB HBM3), using Python 3.12.3, with 
all models loaded and executed in bfloat16 precision. 

4.2 Results 

Having established the profiling methodology, we now characterize how activation corruption 
reshapes the decoding-level entropy response across models, quantify this response 
independently of each model's fault-free regime, and assess the measurement cost of EPR 
extraction itself. 

Fig. 2 characterizes the entropy response of the evaluated model-dataset pairs under BF and 
pNaN corruption. Fault-free EPR remains well below the theoretical ceiling of log2 10 = 3.32 bits, 
ranging from approximately 0.25 for Gemma-3-12B on A-OKVQA to approximately 1.4 for 
Qwen2.5-VL-7B on DriveLM, with Llama-3.2-3B on GSM8K reaching approximately 1.0. pNaN 
produces a common response across the evaluated models, driving EPR close to the entropy 
ceiling with a tight spread. BF behaves differently [17], [18], [19]. Llama-3.2-3B reaches median 
values of approximately 1.45 to 1.95, i.e., 1.6x to 2x its fault-free baseline, whereas Qwen3-32B 
and both VLMs approach 3.2 to 3.3. Moreover, Qwen2.5-VL-7B on DriveLM exhibits a wider range 
extending toward its fault-free regime. Overall, these results show that the corruption mechanism 
and the model jointly determine the decoding-level reliability profile, in that severe non-finite 
corruption produces a largely common saturation regime, while bit-level corruption exposes 
considerably greater model dependence. 

To compare models independently of their different fault-free entropy regimes, we define the 
normalized EPR shift as 

 

𝑆EPR =
EPRcorr − EPRref

log2(𝐾) − EPRref
 

 
where EPRref  is the reference, corruption-free EPR and EPRcorr  is the EPR under a given 
corruption strategy. Fig. 3 reports this normalized EPR shift per model-dataset pair under BF and 
pNaN corruption. A value close to one indicates that corruption consumes most of the entropy 
headroom available between the fault-free execution and the theoretical ceiling. This 
normalization exposes the cross-model contrast under BF more clearly than absolute EPR alone, 
while pNaN remains close to saturation across the evaluated pairs. Therefore, fault susceptibility 
cannot be inferred solely from the nominal model or workload class and should be characterized 
for the candidate model-workload combination. 



 

 
Figure 3: Median normalized EPR shift (SEPR) per model-dataset pair under BF and pNaN corruption, 

with values near one indicating near-complete consumption of the available entropy headroom. 

Characterizing every combination is only practical if the profiling itself is inexpensive. To 
measure the extra cost imposed by EPR computation, we record, for each prompt, the wall-click 
generation time 𝑡𝑔𝑒𝑛  and the additional wall-clock time 𝑡𝐸𝑃𝑅 needed to compute EPR. We define 

the EPR overhead as: 

𝜂EPR =
𝑡EPR
𝑡gen

× 100% 

 
and report its mean across all prompts for each model-dataset pair (see Fig. 4). The overhead 
decreases from approximately 1.73% for Llama-3.2-3B to 0.55% for Qwen3-32B among the text 
models, and from approximately 1.35% for Qwen2.5-VL-7B to 0.7% for Gemma-3-12B among the 
VLMs. Therefore, EPR characterization remains below 2% across all evaluated models, allowing 
reliability profiling without materially altering the execution cost of the underlying generative 
workload. 

 

 
Figure 4: EPR characterization cost as a percentage of total generation time across the evaluated 

LLMs and VLMs. 

5 Implications for Reliable Edge AI 

The results reveal two properties relevant to the deployment of generative models in Edge-AI 
systems. First, activation corruption does not produce a model-independent decoding response. 
While severe pNaN perturbations consistently drive generation toward entropy saturation, BF 
exposes considerably stronger differences among the evaluated models. Therefore, hardware 
resilience should be treated as a model-dependent deployment characteristic rather than 
assumed from model functionality alone. Second, EPR makes this behavior observable with less 
than 2% computation overhead. It is, to our knowledge, the first signal that reveals corruption has 
reached a model's decoding process without requiring a golden reference against which to 
compare the output. EPR is thus an unveiling signal rather than a correctness signal, exposing how 



 

strongly a candidate model's decoding process reacts to low-level corruption, not whether the 
resulting output is semantically acceptable. Future work will combine this signal with semantic 
degradation, model footprint, latency, and energy measurements to support reliability-aware 
model selection for heterogeneous Edge-AI platforms. It will also extend evaluation to actual edge 
hardware platforms. 
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